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SUMMARY
Data engineer building ingestion-to-serving pipelines in SQL, Python, and PySpark on AWS and Azure, with an emphasis on dimensional 
modeling, idempotent loads, and data quality. Project work includes a serverless pipeline running unattended in production, a PostgreSQL star 
schema with SCD Type 2 history orchestrated in Airflow, a three-zone lakehouse on S3, and a Redshift star schema loaded from raw event 
logs.

SKILLS

Data Engineering: ETL/ELT, data modeling, dimensional modeling (star schema, fact constellation), slowly changing dimensions (SCD Type
2), data warehousing, lakehouse zoning, incremental and idempotent loads, data quality validation Orchestration & Tools: Apache
Airflow, Docker, Git, Linux Languages & Processing: Python, SQL, PySpark, pandas Cloud & Storage: AWS (S3, Lambda, Glue,
Athena, Redshift, DynamoDB, EventBridge, SQS, CloudWatch), Azure, PostgreSQL, DuckDB, Parquet

PROJECTS

YouTube GCC Trending Platform — AWS, PostgreSQL, Airflow⁠
•Built a serverless daily pipeline collecting YouTube trending charts for six GCC countries into an S3 raw zone, producing around 830 
curated rows per run.
•Solved the fan-out problem of S3 event notifications by writing a completion manifest after all six regions land and filtering the trigger on 
that key, so the merge runs once per batch instead of once per file, with failed async invocations routed to an SQS dead-letter queue and a 
CloudWatch alarm.
•Modeled the processed output as a star schema in PostgreSQL at one row per video, region and ingest date, with SCD Type 2 on the video 
and channel dimensions, after finding 65 videos renamed within 27 days, and a bridge table for the many-to-many tag relationship.
•Orchestrated the daily load as a nine-task Airflow DAG with an S3 sensor, parallel dimension loads and date-templated SQL, every stage 
idempotent and verified by re-running a day and comparing row counts, then backfilled 27 days to 23,266 fact rows.
•Added quality gates that fail the run when rows are dropped by a dimension lookup or an entity ends up with two current versions, then 
served the curated output through Athena to a public Streamlit dashboard.
•Stack: AWS Lambda, S3, EventBridge, DynamoDB, SQS, Glue, Athena, PostgreSQL, Airflow, Docker, Python, SQL, Streamlit.

STEDI Lakehouse Data Pipeline — AWS⁠
•Built a three-zone lakehouse on S3 (landing, trusted, curated) with five PySpark Glue jobs turning semi-structured JSON from a website, a 
mobile app and IoT step trainer devices into one training table, each zone registered in the Glue Data Catalog and verified in Athena.
•Enforced research consent at the entry point rather than at the end, cutting 956 customer records to 482 and 81,273 accelerometer 
readings to 40,981, so no non-consenting record existed anywhere downstream.
•Resolved a fulfillment defect that produced duplicated serial numbers on customer records by treating the device-emitted serial as the 
trusted key and joining it against the curated customer list, then paired device and phone readings on matching timestamps into a 43,681 
row curated table.
•Stack: AWS Glue (Studio, Spark jobs, Data Catalog), PySpark, Amazon S3, Amazon Athena, Python, SQL.

Sparkify Data Warehouse — Amazon Redshift⁠
•Built a two-stage ETL pipeline loading raw event logs and song metadata from S3 into a Redshift warehouse modeled as a star schema with 
one fact and four dimension tables.
•Staged raw JSON with COPY into untyped tables mirroring the source, then reshaped with INSERT SELECT, isolating all type casting, 
filtering and deduplication to the second stage, and mapped camelCase event keys through a JSONPaths file.
•Chose distribution and sort keys to remove shuffles from the fact-to-dimension joins, colocating the fact table with songs on the join key 
and replicating the three small dimensions to every node, with the fact table sorted on event time since range filters are the common access 
pattern.
•Stack: Amazon Redshift, Amazon S3, SQL, Python, ETL.

EDUCATION
King Saud University (KSU)
Bachelor of Science in Computer Information Systems — Data Science Track

09/2023 – 06/2027  | Riyadh, Saudi Arabia

Tuwaiq Academy
Bootcamp — Spatial Data Science (200 hours)

11/2025 – 01/2026  | Riyadh, Saudi Arabia

CERTIFICATIONS
Data Platform and Pipeline Design - Learn Data Engineering
SQL for Data Engineers - Learn Data Engineering
Data Analyst Nanodegree - Udacity

Programming for Data Science with Python - Udacity

LANGUAGES
Arabic — Native English — Professional
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